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Abstract-We have developed measures which reflect the interaction between the reliability and the performance characteristics of
computing systems. These measures can be used to evaluate traditional computer architectures, such as uniprocessors and standby
redundant systems; gracefully degrading systems, such as multiprocessors, which can react to a detected failure by reconfiguring to a
state with a decreased level of performance; and distributed systems.
This analysis method, which provides quantitative information about
the tradeoffs between reliability and performance, is demonstrated in

several examples.

Index Terms-Computer performance, computer reliability,
graceful degradation.
I. INTRODUCTION

IN GENERAL, systems with multiple copies of a resource
(for example, computer systems with several processors)
are configured in four ways to achieve reliability.
1) Massive redundant systems, which use techniques such
as triple-modular redundancy (TMR) [1], N-modular redundancy (NMR) [2], and self-purging redundancy [3],
execute the same task on each equivalent module and vote
on the output.
2) Standby redundant systems execute tasks on their active
modules. Upon detection of the failure of an active module,
these systems attempt to replace the faulty unit with a spare
unit [4].
3) Hybrid redundant systems are composed of a massive
redundant core with spares to replace failed modules [3].
4) Gracefully degrading systems may use all modules to
execute tasks, i.e., all failure-free modules are active. When a
module failure is detected, these systems attempt to
reconfigure to a system with one fewer module [5].
The reliability measures applied to these various architectures are typically:
1) the cumulative distribution of the random variable tF
the time at which the system first fails, given that the system
was in some initial state at time 0, or equivalently, the system
reliability, R(t) = Pr [tF> t initial system state],
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2) the mean time tofailure (MTTF) which is the expected
value of tF,
0

MTTF-=E[tF] =|R(t) dt,
3) the mission time, i.e., the time at which the system
reliability reaches a specific value, and
4) the system availability, the steady-state probability
-that the system is operational.
These measures are appropriate for ultra-reliable systems,
i.e., massive redundant, standby redundant, and hybrid
redundant systems; however, they may not be sufficient for
evaluating gracefully degrading systems. In contrast to the
ultra-reliable architectures, gracefully degrading systems
may use redundancy in computing resources to gain performance as well as to increase system reliability. Gracefully
degrading systems can be represented as falling somewhere
between the extremes of ultra-reliable systems and high
performance parallel systems, e.g., Illiac IV [6], in terms of
the tradeoffs between performance and reliability gained by
the use of redundancy. Gracefully degrading systems react
to a detected failure by reconfiguring to a state which may
have a decreased level of performance. For example, if a
single processor of a multiprocessor system fails, the system
may continue to operate without the faulty processor, but
has a lower level of performance until the processor can be
repaired and then reconfigured into the system again. This
difference in performance levels leads us to define the
computation capacity of a system state as the amount of
useful computation per unit time available on the system in
that state. We can thus characterize gracefully degrading
computing systems by the flexible use of redundancy of
computing resources, recovery and/or reconfiguration
capability, and states with different computation capacities.
Because gracefully degrading systems have active states that
differ in capacity to execute tasks, and because system failure
occurs when the system capacity falls below some value, we
define the following performance-related reliability
measures.
1) The computation reliability R*(t, T) is the probability
that, at time t, the system is in an unfailed state and correctly,
i.e., without entering a failed state, executes a task of length
T started at time t, given an initial system state.
2) The mean computation before failure (MCBF) is the
expected amount of computation available on the system
before its first failure, given an initial system state.
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3) The computation thresholds are tT, the time at which
the computation reliability reaches a specific value for a task
of length T; and T1, the maximum task length which the
system can correctly execute starting at time t, with a specific
computation reliability.
4) The computation availability a, is the expected value of
the computation capacity of the system at time t or in
steady-state operation.
5) The capacity threshold tc is the time at which the
computation availability reaches a specific value.
These performance-related reliability measures take into
account the different levels of system performance and the
system's varying capability to execute a computation task or
mission. In the following sections, we will use some Markov
models to derive expressions for these measures and demonstrate their applicability to various systems.
II. PERFORMANCE-RELATED RELIABILITY MEASURES
In order to demonstrate these reliability measures, we use
a Markov model to describe a gracefully degrading system.
This model is used as a framework in which to develop the
performance-related reliability measures defined in the
previous section. We assume that the system is composed of
modules which have exponentially distributed failures, i.e.,
the probability that the module has not failed before time t,
given that it was initially functional, is e- i, where i is the
failure rate of the module and !/A is its MTTF. If these
modules have recovery or repair capability, then we also
assume that the recovery or repair times are exponentially
distributed, although for practical situations this is not a
necessary assumption [7]. In a Markov model, each state
represents a different system configuration and the transition probabilities between system states are characterized by
the number of modules, the state (correct, undetected failure,
detected failure, etc.) of the modules, their failure rates, their
recovery or repair rates, and the coverage of the state, the
probability that the system reconfigures correctly, given that
it has detected a failure in a module [8], [9]. We note,
however, that the derivation of these measures is not
restricted to Markov models, which are primarily used in
this section to determine the probabilities of being in
particular system states.
If F is the set of system failure states and the initial state of
the system is I, then the system is in an unfailed state with

probability:

Z Pi(t)

i F

where P,(t) is the probability that the system is in state i at
time t, given that it was initially in state L. Standard
techniques [10] can be used to determine the values of Pi(t)
for Markov processes. Briefly, the transition probabilities
are used to set up a system of differential equations of the
form:

dPi(t)dt Ei (pjiPj(t) - Pijp(t)),

where pij dt is the probability that a transition occurs from
state i to state j in an infinitesimal time interval dt. These
equations can be solved for Pi(t) given I, the initial state of
the system, by setting the initial conditions PAO) = 1 and
Pi(O) = 0 for i * I. We can also use this method to determine
the reliability and the MTTF for the system being modeled
by making the states in F absorbing. This is accomplished by
effectively removing the transitions out of the failed states
which corresponds to setting:

for all f E F and for all states j.
Pfj = 0
If the computing system can recover from a failed state by
repair of its component modules, then we can examine the
steady-state behavior of the system to obtain Pi(oo), the
steady-state or limiting probabilities. Assuming that these
limits exist (a good assumption for any system of practical
interest) this is accomplished by setting:

dPi(t) O
dt

in the system of differential equations shown above and then
solving the resulting linear system of equations for Pi(co).
The availability of the repairable system is then:
a=

E Pj(0o).

i0F

This summarizes the use ofMarkov models to determine the
traditional reliability measures.
When we consider the amount of computation available
on the system, we must recognize that the various states have
different computation capacities. We consider the computation available in state i:
T = act or equivalently t =

T/xi

where ai > 0 is the computation capacity, the amount of
useful computation per unit time, of the system in state i. T is
expressed in computation units, e.g., instructions or CPU
hours, and the computation capacity is expressed in the
same computation units over time units, e.g.,
instructions/second or CPU hours/hour. Many factors can
affect the computation capacity of a state. For example, the
system overhead due to dynamic testing, error detection,
recovery, or operating system functions decreases the computation capacity of the system. Performance measures such
as throughput and execution speed can be used to determine
a reasonable value for the computation capacity. Also, o,
can reflect the expected demand for the computation available in the different system states.
If we now examine the Markov chain in terms of the
computation variable T instead of the time variable t, we can
make the substitution:

dt = dTlai
in the state transition probabilities as follows:
pij dt = pij dT/ai.
This technique, which transforms a time domain representa-
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tion of the system into a computation domain representation, is used to determine the computation reliability and the
MCBF of the system. The probability that the system is in
state j after an amount T of computation is then P* (T); this
is the computation domain analog to Pj(t) in the time
domain representation. Since we want to consider how
much computation the system provides before it first
reaches a failed state, we make all system failure states
absorbing. The transformed Markov chain can now be used
to determine the capacity function of the various system
states:
Ci(T)= O for all i E F
=
Pr
[system
executes a task of length TI
Ci(T)
state was i at the beginning of the computation]
for all i 0 F.
The capacity function is one minus the cumulative distribution function of TF, the amount of computation
available on the system before it first reaches a failed state.
This function is the analog of the time domain reliability.
The capacity function is computed by setting up the
differential equations for Pj7(T) using the computation
domain representation of the Markov chain with absorbing
failure states, solving this system of equations assuming that
the initial state of the system was i, i.e., P*'(O) = 1 and
PJ (0) = 0 for j * i, and then setting:
Ci(T)= E P*(T).
jOF

The capacity distribution is used to determine the system's
mean computation before failure as follows:
MCBF-

0a

CI(T) dT

is the expected amount of computation available on the
system during the time interval (t1, t2). If the Markov chain
converges, we can define the steady-state computation
availability a,:
ac= E cxPi(o)
i F

The capacity threshold of the system tc is the time at which
the expected system capacity becomes equal to some value
and thus tc is just the solution to

ac(tc) = n.
For systems which have a constant computation capacity a
in all their unfailed states, the computation reliability is just:
R*(t, T)= R(t + T/a)
since the system must remain active for the additional time
T/x to do T amount of computation. Because the computation capacity is constant, the total amount of computation
available on such a system is just cetF, where tF is the time at
which the system first fails. Hence, the system's mean
computation before failure is
MCBF = a MTTF
and similarly, the computation availability for a system with
constant computation capacity is
ac(t) = a E Pi(t)
i0F

where Pi(t) are the state probabilities of the time domain
Markov model. If the system is in steady state, then
ac = O

E Pi(oo) =oaa

i0F

where a is the traditional availability.
where I is the state of the system at t ='O. The MCBF is thus
We have thus used a Markov model to determine the
a measure of the system's ability to execute computing tasks. performance-related reliability measures defined in Section
We also use the capacity function to -define the computa- I for systems which have states of differing computation
tion reliability of the system:
capacity, as well as for systems with constant computation
=
capacity. We want to note here that these models can
R*(t, T) i E Ci(T)Pi(t)
F
become complex, especially for systems with various types of
= Pr [system executes a task of length T I state
component modules, e.g., processing elements, storage mod= i at t] Pr [State = i at t I State = I at t = 0].
ules, interconnection networks. Also, determining a suitable
If we set T = 0 in the computation reliability, we see that value of the computation capacity for a particular system
state may be difficult; however, a significant body of
R*(t, 0) = R(t)
research has addressed the problem of evaluating system
and if we set t = 0:
performance [11], [12].
R*(O, T) = CI(T).
III. EXAMPLES OF PERFORMANCE-RELATED MEASURES
IN SYSTEM EVALUATION
Analogous to the mission time concept, the computation
thresholds, tT and T, are the solutions to
In this section, we use Markov models to represent several
systems, some of which distribute their tasks to a number of
R*(tT, T)= 4 and R*(t, Tt)=
processing subsystems. We also develop the performanceThe computation availability, ac(t), of a system is thus:
related reliability measures described in the previous sections and use them to evaluate various systems.
ac(t)=' cEiPi(t).
i F
Example 1: Systems Without Repair
We note that
The first example studies a gracefully degrading system
|dt2
composed
initially of N identical processing modules. The
Jac(t) dt
tl
Markov chain for this system is shown in Fig. 1, where state i
-
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(N-1A)c

dt

2kc

dt

0

Fig. 1. Time domain representation of the Markov model for a
gracefully degrading system without recovery or repair. ci = c, for
2, 3

i

N.

tional and performance-related reliability measures. The
computation domain representation of the Markov model
for this system is shown in Fig. 2, where the transitions from
state i, i = 1, 2, *, N, are transformed by the substitution:
dt = dT/cxi = dT/ioa.
For example,
PN,N-1 = NAc dt = NAc dT/CN = NAc dT/Ncx = Ac/a dT.
The differential equations for this system are
dP __p*
N
dT
dP- A AC
for i= 1, 2, , N-1
_-- =-- P*+-Pi*c+1
dT
ia
a
dP
Ap* +A(
C) N
dT c 1
a
j=2 i
As shown in [13], analysis ofthis transformed Markov chain
yields the capacity function of each state:
t1 AcT I
for i= 1,2, , N.
Ci(T) e- ATIat E

has i operational units. The failure rate in state i is just iA
because the failure of any one of the i active modules will
cause a transition. The transition results in state i - 1 if the
module failure is covered; otherwise, the transition leads to
state 0, the system failure state. The coverage ci is the
j=oj! a
probability that the system reconfigures given that a failure
has been detected while in state i, for i = 2, 3, -, N. The The mean computation before failure is
differential equations, where Pi(t) is written as Pi, describing
00
at N-1I
this system are
MCBF = f CI(T) dT= N i ci.
=

A

O

The computation availability of the system is

PN- _NAPN

dt

dPi = -iAPi + (i + 1)AcPi+1
dt

for i = 1, 2,

,

N-1

~~~~N

dt

dt

AP

(1

I jP j
c) j=2

As shown in [13], if each state has the same coverage, ci = c
for i = 2, 3, *-, N, and the system is initially in state N then

Pi(t) = cNie lt(It

)

(1

-

e-At)N-i

for i= 1 2,

,

N.

The system reliability is

R (t)=
and its

mean

j=O

N
i=l1

Pi (t)

time before failure is
1

N

N-i

If each processing module of the system has the same ability
to execute computing tasks, and if we can arbitrarily distribute the tasks over all the available processors, then state i has
computation capacity ia where oa is the computation capacity of the system with a single processor. The assumption
that the computation capacity of a state is a linear function
of the number of active processors is quite unrealistic;
however, it simplifies the example used here to demonstrate
the analysis technique necessary to determine both tradi-

-

ac(t)=

N

E

~~~i=l

aiPi(t)=

N

E
i=l

iaPi(t).

We can now use these results to analyze a two-processor
standby redundant system and a two-processor gracefully
degrading system. Table I summarizes the appropriate
traditional and performance-related reliability measures for
these two systems. For the standby redundant system, we
assume that the failure rate of the spare module is the same
as that of the active module. The computation capacity of
the standby redundant system is constant and for the
purposes of this paper is considered to be unity, i.e., ac = 1,
when this system is operational. The computation capacity
of the gracefully degrading system is 2ax when both processors are functioning correctly and cx when only one is
operating. We assume that ai < 1, i.e., that there is some loss
of performance due to the parallel operation of both processors. Both systems have the same coverage c.
If we consider the traditional reliability measures, then the
reliability and MTTF of the standby redundant system are
higher than those of the gracefully degrading system. If we
examine the computation reliability, we see that the
gracefully degrading system has a higher probability of
executing a long computing mission. Fig. 3 shows a graph of
the various values of time At and computation AT such that
the computation reliability R*(t, T) = 0.99. We see that
during initial system operation, the gracefully degrading
system has more expected computation available than the
standby system; but that later in the mission, the standby
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AC d
0f

Fig. 2. Computation domain representation of the Markov model of
Fig. 1.
TABLE I
RELIABILrrY MEASURES FOR A TWO-PROCESSOR STANDBY REDUNDANT SYSTEM AND
FOR A TWO-PROCESSOR GRACEFULLY DEGRADING SYSTEM

Standby Redundant

Measure

2ce--' + (1 - 2c)e-2At
2c + 1
2A

e-M'(1 + c) - ce-2

Reliability

c

MTTF

Computation Reliability

+2

2)

M
e

A+ T)(I + c) - ce-2At+ T)

c+2
2C

2-

MCBF

Computation Availability

e-At(1 + c) -ce-2 jX

.12

Gracefully Degrading

e- T)+
T> 2C + e-(l-2c +-)T

c+1
a
A
2oae -[c + (1 -c)e-'

.78
Ae GRACEFLELY DEGRADING SYSTEM

r

.08
E-

.77

.76

STANDBY
REDUNNDNT
SYSTEM

.04

.75

2

.8

I~~

.9

1.0

0

0

.02

.04

.06

.08

.1

Fig. 3. Graph of values of time At and computation AT such that the
computation reliability of the gracefully degrading system is constant.
a = 0.9 and c = 0.99.

system has greater expected computation. If we examine the
mean computation before failure for the two systems, we see
that the gracefully degrading system has greater computation power, i.e., its MCBF is greater than that of the standby
redundant system, if

2+-c
A
2A
This implies that the computation capacity of the multiprocessor modules must be greater than amin wvhich is plotted
in Fig. 4 as a function of coverage.
In order to execute a task of length T with reliability X, we
1+c

COVERAGE

Fig. 4. Minimum capacity level of processors in the gracefully degrading
system needed to provide the same MCBF as the standby redundant
system, as a function of coverage.

must start it at some time before At T, one of the computation
thresholds. As shown in Table II, these computation thresholds are lower for the gracefully degrading system; this
means that a task must be introduced to this system earlier if
R*(t, T) > 4. The computation availability is used in Fig. 5
to plot )tma,, the time at which the expected capacity of the
gracefully' degrading system falls below that of the standby
redundant system as a function of a, the capacity of a single
processor of the gracefully degrading system. As expected,
the gracefully degrading system has considerable added
capacity especially for high values of a. The capacity threshold is the time at which the system's total expected
capacity reaches some value. The gracefully degrading
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TABLE II
COMPUTATION THRESHOLDS AtT FOR TASKS OF LENGTH AT AND
COMPUTATION RELIABILITY WHERE a = 0.9 AND COVERAGE = 0.99
AtT for
Standby Redundant

4

0.9999
0.999
0.99

0.999
0.99

2tT

.70-

.35-

for

Gracefully Degrading Task Length

0.006
0.027
0.100
0.018
0.090

0.004
0.024
0.096
0.015
0.085-

0

.5

AT= 0.0001

.75

1.0

Fig. 6. Capacity threshold Atc for the gracefully degrading system as
AT= 0.01

function of the computation capacity a where
coverage = 0.99.

a,(t,) = 1

a

for

5.0
2.5
9

.5

.75

1.0

dXFig. 5. Time itmaX at which the computation availability of the gracefully
degrading system becomes lower than that of the standby redundant
system as a function of the computation capacity a for coverage = 0.99.

system's expected capacity falls to a value of 1, the computation capacity of the standby redundant system, at time Atcas
shown in Fig. 6. Thus the performance-related reliability
measures have enabled.us to compare these two systems in
terms of their ability to execute computing tasks.

Fig. 7. Time domain representation of the Markov model for a multiprocessor with repair.
.012

-

.04

-

Example 2: Systems With Repair
Our next comparison/is between a uniprocessor and a
01
.8
.9
1.0
multiprocessor which has two processors. All the processors
COVERAGE
are assumed to be repairable. Fig. 7 shows the Markov chain
8. Maximum failure rate AmaX for the processors of the multimodeling this system in the time domain. We assume that Fig.processor
to have the same availability as the uniprocessor, as a functhe uniprocessor has computation capacity 1 and failure rate
tion of coverage for ju = 0.002 hr 1 and p = 0.11 hr- '.
u; and that the processors of the multiprocessor have
capacity x and failure rate A. The mean time to repair for the where we assume that the computation capacity of state 2 is
processors, l/p, is assumed to be approximately equal in 2a and that of state 1 is cx. The availability ofthe uniprocessor
both systems. The differential equations for the time domain is
representation are
a = p/(p + j)
dP2
as is its computation availability, since we have assumed its
d2 = - 2AP2 + PP1 = 0
computation capacity to be unity. Ifwe want both systems to
be equally available, then the failure rate of the multiprocessor modules must be bounded. Fig. 8 plots the bound,
dP1 = 2cP2- (p + A)P1 + PPo 0=
dt
Amax, as a function of the coverage of the multiprocessor
system. The values of p and p are typical values for a
dPdt°= 2A 1-C)P2 + API-PPO Ocommunications processor such as the Interface Message
Processor (IMP) of the ARPA network [13]. This system is
This system of equations can be solved [10] for the steady- currently being implemented as a multiprocessor, the
state probabilities Pi(oo), i = 0, 1, 2. The availability of the PLURIBUS [14]. If we examine the computation availabilities, we see that for a system with p > A, the multiprocessor
multiprocessor is thus
is as computationally powerful on the average as the uniprocessor for a > 0.5. Any added computation capacity can
p(p + 2).
a = PI(x) + P2(o0)= 2
2
thus be used to execute additional computing tasks.
and its computation availability is
Example 3: Computation Center
-

Multiprocessor

ac =c
P,(co) +

2CP2(ao)= 2

±).)
2p(p2-)
-c) +2)
~~~~~2).p(2

In this example, we use some performance-related reliability measures to evaluate the effect of a possible change in
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the configuration of the Stanford Linear Accelerator Center
(SLAC) multiprocessor. The SLAC multiprocessor uses
three separate central processing units (CPU's), two IBM
System/370 Model 168s, and an IBM System/360 Model 91,
hence its name, the Triplex [16]. These three processors
function as one logical computing resource under the control of asymmetric multiprocessing system (ASP). ASP
resides on one of the Model 168s and its primary functions
are to support the interactive computation load and to
provide the multi-CPU interface. It is also responsible for
spooling and scheduling functions, and for all communications to and from the operator(s). Each processor has a
resident operating system, OS/VS2 on the Model 168s and
OS/MVT on the Model 91, which provides batch service.
Fig. 9 shows how the four major control programs, ASP, two
OS/VS2's, and OS/MVT are configured on the three CPU's.
The Triplex system must provide enough performance to
meet a high level of computation demand, and it must be
highly available as well. The staff of the computation center
carefully monitors the system and as a result, data are
gathered on both the performance and the reliability characteristics of the Triplex. Because most jobs or tasks are input
to the system by means of the interactive interface between
the user at a terminal and the system, a system failure in the
Triplex, called a service interruption, is defined to be an
interruption in interactive service. Either of the Model 168
CPU's can support the ASP program, so we consider only
three system states.
State 2: Both Model 168s are functioning correctly and
both batch and interactive service are available.
State 1: A CPU-only failure has occurred causing the loss
of a single CPU or one of the Model 168s is scheduled for
preventive maintenance.
State 0: A failure has occurred which has caused a service
interruption.
From a reliability point of view, the Model 91 CPU is
primarily a part of the system's batch computing resource
and is not included in this example of the analysis technique.
Statistical data [17], which include software, hardware,
and operator induced system service interruptions, were
used to determine the steady-state probabilities of the
system states:
P2 = 0.80
P1 = 0.18
P0 = 0.02.
The availability of this system is thus approximately 0.98,
i.e., 98 percent of the time the system is functioning. Since
ASP is the most sensitive control program in the Triplex, it
has been suggested that its functions be distributed between
both Model 168 CPU's, thus making the system more
resistant to failures in a single CPU, as shown in the
configuration of Fig. 10.
Since performance is also an important issue we must
examine the computation availability of the two possible
system configurations. We assume that the computation
capacities of the system states have the values shown in
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USER

USER

BITCH

INTERACTIVE

Fig. 9. Current configuration of the SLAC Triplex.

LSER

USER

S

1S 8

INTERACTIVE

BATCH

Fig. 10. Suggested configuration of the SLAC Triplex.
TABLE III
COMPUTATION CAPACITIES FOR SLAC TRIPLEX SYSTEM STATES

Computation Capacity
Suggested System

State

Current System

2
1
0

1 +k
k
0

2a
a
0

Table III, where k is the computation capacity due to the
ASP-resident Model 168 CPU, while the capacity due to the
other Model 168 CPU, which executes batch functions is
unity. Since the ASP functions use a significant amount of
the computation resource of the ASP-resident CPU, k < 1. a
is the hypothesized computation capacity due to each
Model 168 CPU of the suggested distributed ASP system.
Again, since both processors handle interactive and other
system computation demands, cx, the computation capacity
of each CPU, is less than one. The overhead, i.e., the
computing power which is needed to support the interactive
and multiprocessor functions, is thus (1 - k) for the current
system and 2(1 - a) for the suggested system.
Examining the computation availabilities of the two
system configurations yields information about the tradeoffs
between reliability and performance. For example, even if
the suggested system's availability is significantly improved,
e.g., P2 remains 0.8 but P1 is 0.2 which implies that
P2 + P1 = 1, its performance must nevertheless be at a level
suggested by the graph of Fig. 11. This graph plots the
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1.0
.8
.6

.4
.5

0

1.0

k-

Fig. 11. Graph of minimum computation capacity am.n due to a single
CPU in the suggested configuration as a function of the computation
capacity k of the ASP-resident CPU of the current system.

minimum value of a needed to provide the same computation availability as the current system, thus imposing performance bounds on the suggested system design.
Alternatively, the suggested system must confine the overhead due to distributing the interactive and multiprocessor
functions.
IV. CONCLUSIONS

The Markov models presented allowed us to develop
measures to analyze the effects of distributing the computation load in a multiprocessor or gracefully degrading system.
Clearly the models are not detailed enough and refining
them will lead to considerable added complexity. Simulation will probably be necessary to examine systems with
different types of redundant modules. Work also needs to be
done to determine good estimates for the computation
capacity of various configurations of these redundant
components.
The reliability measures presented in this paper are
especially important in the evaluation and comparison of
computing systems which can distribute their tasks. These
measures give us insight into the expected response of the
system to a computational demand, taking into account
various system characteristics, e.g., hardware and software
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