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for e = 3 they are of comparable complexity. For e > 3,
however, the new decoder is evidently considerably more
complex and somewhat slower than the altemative device.
Nevertheless, since the point of diminishing retums in
providing bit-line-failure tolerance in conventional mem-
ories is usually reached for e = 2 or 3, the decoding
technique described here would appear to merit serious
consideration.
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Synchronization and Matching in
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Abstract-Most of the published work on massive redundancy
makes one crucial assumption: the redundant modules are syn-
chronized. There are three ways of achieving synchronization in
redundant systems-independent accurate clocks, a common exter-
nal reference, and mutual feedback. The use of a common external
reference is currently the most widely used technique, but suffers
from vulnerability to common-point failures. We introduce a novel
mutual feedback technique, called "synchronization voting," that
does not have this drawback. A practical application of synchroniza-
tion voting is described in the appendix-a fault-tolerant crystal-
controlled clock.
Most redundant systems make another assumption: in fault-free

operation the outputs are equal (match). However, it is well known
that the outputs of redundant input sensors cannot be guaranteed to
match, even in fault-free operation. They are usually handled by a
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median-select or similar signal selection rule, so that redundant
voters can pick a common input value for processing by the rest ofthe
system. But we show that in the presence of certain sensor failures,
there is no signal selection rule that can pick a common input value,
and we show how this problem can be circumvented by using multiple
levels of voters.

Index Terms-Asynchronous networks, clocks, fault-tolerant
computing, microcomputers, N-modular redundancy (NMR), signal
selection, synchronization, triple modular redundancy (TMR),
voters.

I. INTRODUCTION
M /[ASSIVE redundancy is a well-known method for
MVsimproving the reliability of digital systems [3], [7]. In
its most common form, triple modular redundancy (TMR),
three copies of each module are used, and each set of three
redundant outputs is voted upon by majority voters before
being sent to the next level ofmodules. In this way, failures in
any single module or voter are tolerated, since a single
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erroneous output is outvoted by the two remaining modules.
Fig. 1 shows a nonredundant system and its TMR counter-
part. Some extensions to TMR are N-modular redundancy
(NMR), in which 2f + 1 modules are used along with
(2f+ 1)Iinput majority voters to tolerate up toffaults; and
hybrid redundancy, which combines TMR or NMR with a
disagreement detector and spares that can be switched in
when a faulty module is detected [21].
Most of the published work on massive redundancy

makes one crucial assumption: the modules are syn-
chronized so that the voters (simple combinational logic
circuits) can observe the module outputs simultaneously
and produce their majority outputs.' Except for fault-
tolerant clock designs [11], [13], little work has been done on
methods for reliably providing synchronization.

Another often-made assumption about massive redun-
dant systems is that the outputs of the redundant copies
should always be equal. Although this is normally true, there
are some important situations, mainly with redundant input
sensors, where equality cannot be guaranteed even in the
absence of faults.

In Section II we discuss the general issues in synchroniza-
tion and matching. There are three possible mechanisms for
synchronization-accurate independent clocks, a common
external reference, and mutual feedback to correct for drift.
In Section III we introduce a novel mutual feedback
mechanism called "synchronization voting." Section IV
describes the problems and solutions in voting on inputs
that can be unequal even in the absence of faults. Finally, the
appendix describes a practical application of synchroniza-
tion voting-a triplicated fault-tolerant clock.

II. THE GENERAL PROBLEM AND SOME SOLUTIONS

A. Synchronization
As indicated earlier, TMR is applied to a system by

partitioning the nonredundant system into modules, repli-
cating, and voting between modules. The choice of the level
at which voting is applied depends on reliability, cost, and
other factors [4], [10], [18], [20], [29], [30].
The module partition determines the synchronization

requirements of the system. For example, the modules in a
system that applies voting at the register transfer level must
be synchronized at every clock cycle, whereas a system that
applies voting only at the external outputs must be syn-
chronized only when an external output is produced.
We use the term voting cycle to denote the interval oftime

between the appearance of successive module outputs that
are voted upon. When voting is applied at the register
transfer level, the voting cycle is identical to the clock cycle.
On the other hand, if voting is applied only to external
outputs, then the voting cycle is the time between the
appearance of successive external outputs.

1 The only references we have found dealing with voting on totally
asynchronQus processes are [16] and [17]. They discuss systems of redun-
dant computers with separate time bases monitoring sensors to perform
real-time flight control. Input and output values are sampled and
produced at different times by each computer, complicating the tasks of
voting and error detection.

M2

M3

(a)

(b)

Fig. 1. (a) Nonredundant system. (b) TMR version.

Since time is infinitely divisible, it is impossible to per-
fectly synchronize the voting cycles of two or more redun-
dant modules. In a system composed of redundant modules
(or sets of modules), we use the term synchronization interval
to denote an interval of time during which all modules are in
the "same" voting cycle. Fig. 2 shows the intuitive notions of
voting cycles and synchronization intervals for three
machines.
To formalize this notion, we consider a set oftwo or more

machines, each having n voting cycles over an interval of
time (T,, T2). We sequentially number the voting cycles of
each machine, beginning with 1. The set of machines is said
to be synchronized if for each i 1 < i < n, there is a nonzero
interval of time (i.e., synchronization interval) during which
each of the machines is in voting cycle i.
Note that the definition does not specify a minimum

duration for synchronization intervals. A practical system
should only be considered to be synchronized if each
synchronization interval has some minimum duration, ex-
pressed either as a fixed length of time or as a fraction of the
duration of the voting cycles. The required minimum dura-
tion is implementation dependent.

B. Output Matching
The definition of synchronization above only character-

izes the time behavior of the modules, making no assump-
tions about equality or even correspondence of their
outputs. A set of modules is operating correctly only if they
are synchronized and in some sense "matched" during every
synchronization interval.
Whether applied to external outputs or internal state

variables, voting need not be done on a strict bit-by-bit basis.
Instead, it is possible to apply a metric or distance function
to the state variables if they are ordered (as are the real
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Fig. 2. Voting cycles and sytiEhronization intervals.

numbers). Two outputs could be said to match if they are
within a specified distance of each other. Indeed, this type of
voting is essential in a system where redundant modules can
receive close but unequal inputs, such as a real-time control
system with redundant sensors.
For the moment we consider only the case of strict

bit-by-bif-majority voting. Voting in systems where accept-
able outputs can take on a range of values will be discussed
in Section IV.

C. Maintaining Synchronization
Synchronization techniques for redundant systems can be

classified into three types.
1) Independent Accurate Time Bases: The machines are

fully decoupled, but can maintain synchronization for a
short time, governed by the accuracy of the individual time
bases.

2) Common External Reference: The machines rely on a
common external time base to maintain synchronization.

3) Mutual Feedback: There is no common time reference.
The machines monitor each other and correct themselves for
drift.
The first method is impractical for most applications,

because the achievable mission times are so short. The
second method is the most widely used, in both proposed
and implemented systems [2], [4], [10], [14], [15], [19], [22],
[26].
Mutual feedback has not been widely studied; yet it is

attractive from several points of view. It has excellent
reliability characteristics because it has no common failure
points. And it can be conveniently implemented using
current technology. We develop a mutual feedback
technique called ".synchronization voting" in the next
section.

III. SYNCHRONIZATION VOTING

A. System Model
The only way to synchronize redundant machines over

long periods of time without an external reference is to
provide mutual feedback to correct for their inevitable drift.
We shall give a model for a simple synchronizer and an
architecture for a system that will operate in the presence of
any f machine and synchronizer failures.
The model considers only the synchronization aspects of

the system; the voters for internal state variables and
external outputs can be ignored. Output matching is dis-
cussed in Section IV.
The system model is shown in Fig. 3. As in traditional

NMR, it should be apparent that the system requires at least

Fig. 3. System model.

2f + 1 modules and synchronizers to tolerate anyfmodule
and synchronizer failures. Each module has an input line
called "Go" and an output line called "READY." The Go input
tells the module that it should begin a voting cycle. The
READY output line indicates that a module has finished the
voting cycle (i.e., produced an output to be voted on) and is
ready to begin the next voting cycle. The voting cycle is the
time between successive Go's. The Go output can be used as a
strobe for data voters on the internal state variables and
external outputs of the module, assuming a sufficient hold
time.
The synchronizers are replicated, one for each module.

Each synchronizer produces a Go output for its correspond-
ing module, based on the READY outputs of all the modules.
We assume that modules are properly isolated so a synch-
ronizer (or voter) failure affects only its corresponding
module. Therefore, a synchronizer or voter failure is equiv-
alent to a failure of the corresponding module [1].
The choice of signaling format (e.g., levels, pulses, or

transitions) for READY and GO is not crucial. Also, the
synchronizer operations discussed below can be imple-
mented in either hardware or software. However, when
synchronization is implemented in software, the READY and
Go lines may only be sampled at discrete intervals. Uncer-
tainty about the times at which the signals are actually
received limits the degree to which the modules may be
synchronized [12].

B. System Operation
The system must meet a number of design objectives:
1) A majority of the modules must be synchronized even

in the presence of up to f faults in modules and synchron-
izers. There are only two restrictions on the allowable failure
modes: a) Each fault must be isolated to a single module or
synchronizer; b) A module fault may not cause a different
interpretation of its READY output by different synchron-
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Fig 4. Synchr

izers. (See Section III-E for a way to remove the second
restriction.)

2) There may be some modules that are habitually slower
than others. These should not be "left behind" nor should
they be required to abort their calculations in order to catch
up.

3) A synchronizer must not send Go until it sees READY
from at leastf+ 1 different modules, sincefofthem could be
stuck active or produce spurious READY signals.

4) A synchronizer must be able to send GO with up tof
READY's inactive, since up tofmodules can have READY stuck
in the inactive state.

5) The synchronizer may not know the time required for
each voting cycle, though it may know the maximum
difference in time between corresponding voting cycles of
the fastest and slowest modules.
The proposed synchronizer model is very simple- and is

shown in Fig. 4. A majority circuit determines whenf+ 1 of
the READY inputs have been received, then delays for a length
of time d, and sends GO.2 Any protocol-related circuitry is
placed on the inputs of the majority circuit and on the
output of the delay. For example, Fig. 5 shows the gate
implementation of a 3-input synchronizer assuming active-
low pulses for READY and Go.
For most system implementations, the minimum syn-

chronizer delay d must be greater than the maximum vari-
ation in voting cycle times ofthe replicated modules, plus the
maximum variation in the value of d in the synchronizers.
The delay d ensures that the slowest module has time to
catch up before the next voting cycle begins, but still allows
the system to continue operation ifup tofREADY outputs are
stuck inactive.
Due to the asynchronous nature of the system, a faulty

module has control of the majority gates as soon asfREADY
signals become active. Giving the sy'nchronizers explicit
knowledge of the maximum variation in the arrival times of
good inputs allows synchronization to be accomplished
with only 2f+ 1 modules.3 This can be contrasted with the
hysteresis voting scheme [11], which does not require this
explicit knowledge but instead requires 3f+ 1 modules to
prevent a bad module from having control.
The voting synchronizer has a problem shared by all

asynchronous systems. Flip-flops may exhibit anomalous
behavior when narrow "runt" pulses are received [8], [9],
[25]. Depending on the signal formats and design, a synch-

2 The same idea was independently used in [26] to synchronize the "bus
reply" line in a triplicated microcomputer. In this application, all three
microcomputers and a single nonredundant synchronizer receive a
common clock.

3 A similar idea was independently used in [13] in the design of a fault-
tolerant clock. Their design differs in that it contains an unnecessary
output delay.

GO

ronizer model.

READY 1

READY 2

READY 3

Fig. 5. Pulse-based synchronizer circuit.

ronizer may generate runt pulses internally. Even if it does
not, as in the design of Fig. 5, a faulty module may apply runt
pulses to the input ofthe synchronizer. Therefore this failure
mode must be considered in the system design and reliability
analysis. As shown in the above-mentioned references, the
probability of anomalous behavior can be made arbitrarily
small, but never zero.

C. Analysis of Voting Synchronization
Formally, the operation of the system can'be described as

follows. Let c: denote the duration of active voting cycle n as
executed on module i, that is, the time from when it receives
Go until it produces READY. Let d, denote the total delay
from receiving a majority of the READY'S to producing Go in
synchronizer i during voting cycle n. (This is the delay d in
Fig. 4 plus any fixed or variable logic delays.) Finally, let gi
denote the time at which synchronizer i produces GO at the
beginning of active voting cycle n and let re denote the time
at which module i produces READY at the end of active voting
cycle n. Then the time behavior ofthe system is characterized
by the following equations:

e = median (ll`, r12i. +r1 )1+)dn-
l<i<2f+1 (1)

= g + c', 1 . i< 2f+ 1 (2)
Theorem 1: Let C be themaximum difference between any

c aandforanyvalueofn,and let D be the maximum
difference between any d: and d,. The system modeled in Fig.
3 remains synchronized as long as f + 1
module/synchronizer pairs are fault-free and no d7 is less
than C + D.

Proof: The system is said to be synchronized at voting
cycle n if there are at least f+ 1 nonfaulty
module/synchronizer pairs (numbered from 1 tof+ 1 for
simplicity) producing GO signals such that g;-9 <D for
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1 < i, j <f+ 1. If the system starts in synchronization, we
can show by induction that it remains in synchronization.
Assuming that the system is synchronized at voting cycle

n,then Ir -r7I < C + D for I < i,j <f+ 1,duetovaria-
tions in c7. Since a particular READY signal appears the same
to all synchronizers even if faulty, the same median value is
obtained in the calculation of each g91 + by thef+ 1 good
synchronizers using (1). Hence, the difference between the
nonfaulty GO'S is due only to the variations in d"; therefore,

:+1_g!+1 D for 1 < i,j<f+ 1. Q.E.D.
Exercises similar to Theorem 1 can be used to examine the

operation of other synchronizer protocols or fault assump-
tions. For example, consider a synchronizer that produces
Go as above, or immediately after receiving all the READY'S,
whichever is sooner. This type of operation is described by
modifying (1) above:

= minimum [median ('1- 1, r21, , A2-11) +dn1,
maximum (ru'- , rA2-', **,,2-11)]

I<i<2f+1. (3)

As before, the time difference in the Go signals is at most D,
and the time difference in the READY'S is at most C + D. The
formulation of (3) ensures that no nonfaulty synchronizer
sends Go until all nonfaulty modules have sent READY.

D. The Need For Equal Ready Outputs
We can also use this analysis to show the need to forbid

faults in which a single module sends different READY signals
to different modules. Consider a triplicated system in which
the modules and synchronizers have the following time
behavior:

C 1 <C2< 3 for all n

d'1 < d' < dn3 for all n. ~ (5)
Now suppose that the READY output ofmodule 2 fails such

that it appears always active to synchronizer 1, and always
inactive to synchronizer 3. There are a number ofways that
such a fault could occur. If the module has separate lines for
each READY output, then a double fault on the module
(considered a single module failure) could obviously cause
this behavior. But even a single electrical fault could do
it-suppose the READY output is stuck at an intermediate
logic value, and differences in electrical characteristics cause
one module to interpret it as active, the other as inactive.

Regardless of the cause, the faulty behavior of the system
is characterized by the equations:

el = median (el-', o, 3-1) + dl-= + dn (6)

2 = irrelevant, since faulty (7)

gn3 = median (rA,- 1, e3- 1 ) + dn3- 1 r3- 1 + dn3- 1(8)
-=7+c, 1<i<3. (9)

Assuming that all machines start in synchronization with
g = gl = g9, it can be shown by induction that

1
_ [(ci -ci ) + (d'i -dy)]. (10)

1<i<n-1

Assuming that the machine and synchronizer delays take on
their worst values at each i, that is, c3-C = C and
d - d = D, then

g- = (n - 1)(C + D). (11)

Obviously, the difference grows without bound and the
modules cannot remain synchronized.

E. Unequal Ready Outputs
As we have seen above, the system modeled in Fig. 3 may

lose synchronization in the presence of a single special fault.
This problem can be overcome by adding another level of
synchronizers to eliminate the error in the first level Go's, as
shown in Fig. 6.4 In fact, iffmodule or synchronizer errors
are allowed in the system, thenf+ 1 levels of synchronizers
are needed. This ensures that at least one level will be
entirely fault-free and the next level will be able to synchron-
ize properly. Furthermore, each level must have 2f+ 1
synchronizers to keep the system from failing if all of the
faults occur in the same level. As with otherNMR systems,
there are many patterns ofmore thanffaults that the system
will tolerate. In particular, the system will tolerate up tof
faults in each level, as long as there is one level that is entirely
fault-free (the last level of synchronizers and the module are
considered to be one level).

It is interesting to note that the level that actually
synchronizes the system may contain faulty synchronizers,
but its good units will have good signals to work with from
the fault-free level preceding it. The time difference in the GO
signals from the synchronizing level will be at most Di, the
maximum difference in the synchronizer-delays at that level.
To prevent any good module from receiving Go before it

sends READY, the minimum synchronizer delay dr'in at each
level must be greater than sum of the cycle time and delay
variations at all the levels. Assuming as in Section III-D that
the active voting cycle time variation is C and the synchron-
izer delay variation at each level is Di, we require

diin> C+ Dj < i<m. (12)
1 <j<f+ 1

The analysis of this system structure is similar to the ones
previously given, and hinges on the fact that one level of
synchronizers must be fault-free.
The sole purpose of the extra levels of synchronizers is to

eliminate the effects of a very special, possibly unlikely, type
of fault. In practice, the reliability tradeoffs between provid-
ing the extra synchronizers and accepting the fault con-
sequences should be examined closely.

IV. OUTPUT MATCHING

A. The Problem
The need for output matching occurs at the interfaces

between modules in an NMR system, and it may also be
required at the primary inputs. Matching requirements are

4 Synchronizers must be the type defined by (1) and (2) in the general
case. If synchronizers defined by (3) and (2) are used, certain additional
relations between c: and d, at each level must hold.
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Fig. 6. System tolerating unequal READY'S.

the same whether the system is synchronized conventionally
or with synchronization voting.
In NMR systems it is usually assumed that all nonfaulty

copies of the state variables and external outputs are equaL
i.e., they match. Matching can be ensured by starting the
machines in the same state and applying equal inputs to each
machine at every cycle. One obvious way to guarantee
equality of inputs is to apply the same physical input signals
to each machine.
For reliability reasons, it may be desirable to use redun-

dant input sensors. Even in the absence of faults, we cannot
guarantee that they will all produce the same value, due to
differences in sampling times, biases, and possible quantiza-
tion errors (depending on the type of input sensors). Even if
all the sensors receive a common clock and there is no
quantizing, it is impossible to guarantee that they will all
produce the same value. This is true because in general
external events are not synchronized with the system, and so
events can occur arbitrarily close to the sampling pulse.
When this happens, it is possible for some sensors to "catch"
the event, and others to "miss" it until the next sampling
time. How then can we reliably choose among redundant
input values in such a way that each copy ofthe machine sees
the same inputs?
One way to solve the problem is to use a single voter

circuit to select an input value from the redundant sensors
and send it to all the machines, but then single failures in the
voter are not tolerated. This approach only makes sense if
the voter is much more reliable than the sensors.
The next obvious approach is to replicate the input voters,

providing one for each machine (for example, see [27]).
Presumably, if the voters are not faulty, they will all pick the
same value to pass on to their respective machines. This
eliminates the common point failure problem. However, we
show in Section IV-B that under some single-fault condi-
tions, no voter design can ensure that all machines receive
the same value.
A final approach is to remove the need for equal machine

inputs, requiring only that the inputs are within an accept-
able distance of each other under a suitable metric. Each
machine would look only at its own input sensors. In this
case, the state variables and external outputs of the redun-
dant machines cannot be guaranteed to match, even in the
absence of faults. In fact, as shown in [24], the outputs of
machines performing pure integrations will almost certainly
diverge.

In the remainder of this section we discuss the replicated
voters approach. Our object will be to ensure that all good
machine inputs are equal even though the sensor outputs
may be inherently unequal and some sensors and voters may
be faulty.

B. Voting Schemes
We consider voting in two distinct situations:
1) Nonfaulty outputs must be equal.
2) Nonfaulty outputs may be unequal.
The first case is encountered at the interfaces between

modules and calls for traditional bit-by-bit majority voters.
It is well known that by providing 2f + 1 voters and
modules, up to f voter or module failures can be tolerated.
Furthermore, all nonfaulty voters will produce the same
output, even if the faulty modules send different outputs to
different voters. Therefore, we need not consider this case
further.
The second case occurs when voting on values produced

by input sensors. In this case the voter must select from a
range of acceptable input values. If the input values are
ordered, then a median-select rule can be used-the voter
simply selects the input with the median value [6], [17].
Another possibility is to use a weighted-average scheme; for
example, each weight could be assigned according to how
close the sensor output was to the selected value in the
previous cycle [5]. In any of these schemes, replicated voters
will obviously produce equal outputs if they all receive the
same set of inputs from the sensors (i.e., we assume each
sensor, even if faulty, transmits the same value to all voters).
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This, of course, does not mean all sensors must transmit
the same value, simply that all voters see the same set of
values.

Like the READY lines in Section III-E, a sensor may have a
failure mode in which it can send different values to different
voters. If this can happen, then both of the above voting
schemes above break down. In fact, in the next section we
prove that ifdifferent voters can receive different values from
a faulty sensor, no voting scheme can guarantee that all
voters produce the same value.
C. Unequal Outputs from a Faulty Sensor
Any signal selection rule takes a vector V = <v 1, v2, ,

V2f + 1 > of input values from a set R and selects an output
value s(V) in R. As indicated above, under certain failure
modes a faulty sensor could send different values to different
voters, so that two voters could see two input vectors U and
V differing in one component. We would like the signal
selection rule to produce the same output even in the
presence of such a failure. But we show below that there is no
nontrivial rule with this property.

Theorem 2: Let a signal selection function s have the
property that for any two vectors U and V that differ in at
most one component, s(U) = s(V). Then for any vector V,
s(V) = c, where c is a constant value.

Proof: For any pair of vectors U and V, we can
construct a chain of2fvectors leading from U to V that differ
in one component at each step:

U1 = <VI, u2, U3, * U2f+1>

U2 = <Vl, V2, U3, ,u2f +I>

U2f = <y1, v2, *-, V2f, u2f+I>_
Then by applying the hypothesis 2f times, we have

s(U) =s(U1) = s(U2) = = s(U2f) = s(V) = c. Q.E.D.

So there is no voting scheme that can always map slightly
different input vectors to the same output value.
The problem of unequal outputs from a faulty sensor is

analogous to the unequal READY problem discussed in
Section III-E, and the solution is similar to the one offered in
Section Ill-F. If a voter cannot fail in a manner that sends
different outputs to different voters on the next level, then
the solution is simple. A second level of voters is added, and
we-are assured that the nonfaulty second level voters will all
produce the same output value, since they all see the same
input values. Any reasonable signal selection rule can be
used.

If a voter can send unequal outputs to the next level and
the system is to tolerate any f faults, then f+ 1 levels of
voters must be provided to guarantee that at least one level
of voters will be entirely fault-free. Furthermore, the signal
selection rule must be median-select or some other rule that
guarantees to pick a value lying in the range specified by the
majority of good values. For example, if the smallest good
value is x and the largest is y, the rule should return a value in
the range [x, y]. This ensures each good selector produces an

acceptable output. In particular, ifa majority ofinput values
are equal, the rule will return that majority value. Once a
fault-free level is encountered, each succeeding level will
have at leastf + 1 outputs identical, and majority selection
will prevail.

V. CONCLUSION
We have offered some new solutions to the problems of

synchronization and matching in massive-redundant
systems. Synchronization voting is a practical alternative to
the existing practice of using a common clock for synchro-
nization in NMR systems. For those who still like common
clocks, the appendix shows a triplicated fault-tolerant
crystal-controlled clock implemented with synchronization
voting. A triplicated microcomputer system with no
common clock is currently being studied.

It is usually assumed that faulty modules in a redundant
system send the same erroneous outputs to all other mod-
ules that are listening to them. But we have shown that under
some fault conditions this need not be true. We have shown
how both synchronization voting and conventional signal
selection rules can fail in the presence of these special faults,
and have indicated how to solve the problem by adding
extra levels of voters.

APPENDIX

A TMR CRYSTAL-CONTROLLED CLOCK
This appendix shows the design of a single-fault tolerant

clock. It consists of three independent modules, each con-
taining a crystal, a quad 2-input ECL AND gate, a voltage
comparator, three resistors, and a capacitor. It is self-
starting and requires no precision parts other than the
crystal. A lab model was built and operated at a frequency of
8 MHz.
A crystal may be modeled as shown in Fig. 7. At its

series-resonant frequency, determined by L and C 1, it looks
like a small resistive load (about 20 to 40 Ql for a typical 8
MHz crystal). As the input frequency changes, the crystal
becomes more reactive, and its output is attenuated and
shifted in phase.
A simple 8 MHz crystal oscillator is shown in Fig. 8. An

ECL logic gate [23] acts as an amplifier, being biased into its
linear range by the feedback resistor. The crystal is only
lightly loaded because of the relatively low ECL signal
voltages and currents (-0.8 to - 1.8 V, 300 yA). The output
waveform will have the crystal's period, but its duty cycle
will depend on the relationship between the bias point and
the gate's threshold.
Given three such circuits, we break the feedback path in

each just before the crystal (Fig. 9, the additional circuits will
be explained shortly). If a voter is inserted here with inputs
from the three amplifiers, all three crystals will be excited
with pulses at their median frequency.

In this circuit, the crystals act as very high Q notch filters.
The amplitude and phase of each crystal's output will be
governed by the difference between its resonant (notch)
frequency and the frequency at which it is driven (the median
frequency of all three). While the attenuation of the fastest
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Fig. 7. Crystal model.
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Fig. 8. Crystal oscillator.
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Fig. 9. Fault-tolerant clock.

and slowest crystal outputs will not generally be significant
after amplification, the phase shift may be.

In terms of the synchronization voting model, each
crystal-amplifier pair is a "module," and each voter is a

synchronizer without its timer. The timer is not needed since
sending a slow crystal its "GO" slightly before it sends
"READY" is permissible here; unlike a processor, a crystal can
be driven to a frequency higher than its natural one. Also,
since a crystal "module" produces no data other than its
"READY," there is no need to wait for data.
When one input to a voter is 1 and the other is 0, the third

directly controls the output. In order to limit the effects of a
single random failure, the difference between the transitions
of good amplifier outputs (i.e., jitter) must be kept as small as

possible. There are three main causes of jitter in our linked
oscillators:

1) Amplifier and voter delays will be different.

2) Depending on gate thresholds, oscillator duty cycles
will be different.

3) Each crystal will have a different phase shift depending
on the difference between its driving and resonant
frequencies.
The sum of the differences of amplifier and voter delays

may bc as much as 5 ns [23]. The oscillator duty cycles are
matched using the voltage comparators shown in Fig. 9. The
voltage comparator in each oscillator constantly adjusts the
gate's bias to maintain a 50 percent duty cycle. There will
still be a difference in duty cycles due to differing offset biases
of the comparators, but the worst case difference is less than
1 ns with the components shown.
Treating the crystal in Fig. 7 as a notch filter, its phase shift

P can be found as a function of the difference df between
resonant and driving frequencies, assuming df is small:

P(df) , (df- L)/(7z - R).
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Using typical values of L = 2.5 millihenries, R = 20 Q,
and assuming 8 MHz crystals accurate to 50 ppm (any two
crystals within 100 ppm ofeach other), we find the maximum
phase shift between two crystal outputs to be 0.07 cycles, or
about 8 ns. Thus, the total jitter due to all three effects may
be as much as 14 ns.
A receiver for the three redundant clock signals consists of

a 3-input majority voter and a filtering circuit to eliminate
spurious voter outputs occurring while the good outputs
differ. Since the jitter time is very short (14 ns maximum), a
simple RC network and Schmitt trigger may be used to
accomplish the filtering. The receiver produces a valid clock
output if any two of the master oscillators are good.

This fault-tolerant clock was built at Stanford and tested
with a totally self-checking clock checker [28]. When any
signal in any of the three oscillators was replaced with a
random pulse train, the worst variation seen in the output of
a clock receiver was 10 ns.
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