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An Iterative Cell Switch Design

for Hybrid

Redundancy
DANIEL P. SIEWIOREK

AND

Abstract-A marriage of N-modular redundancy (NMR) and standby
sparing has resulted in a promising redundancy technique for protecting
those portions of a fault-tolerant system whose continuous real-time
operation is essential. This technique, known as hybrid redundancy,
consists of N identical modules connected to a majority voter to form
an NMR core. Disagreement detectors instruct a switch to replace any
of the N modules that disagree with the majority consensus by a
standby spare. The switch is essential to the operation of the hybrid
redundancy scheme. The system reliability is a product of the
reliabilities of the switch and the hybrid redundancy scheme assuming
a perfect switch. To realize the demonstrated potential of the latter a
highly reliable, thus simple, switch is required. An iterative cell switch
is proposed and demonstrated to save at least 25 percent, and more
than 80 percent in some instances, of the complexity of a switch
design presented elsewhere in the literature. The use of threshold,
rather than majority, voters is considered and shown to yield a
simpler design in some cases. Three techniques for decreasing the
propagation delay through the iterative cell switch are presented as
well as a scheme to implement retry of failed modules. Finally, fi've
different switch designs are compared on a cost and complexity basis.
Index Terms-Disagreement detector, hybrid redundancy, iterative
cell array, propagation delay, retry, standby sparing, voter.

INTRODUCTION

A S COMPUTERS and other digital circuitry are being
employed ifn more and more areas where a malfunction
could lead to catastrophic consequences, interest has mounted
in ultrareliable systems design. One way to achieve a highly
reliable system is through the use of standby sparing. Whenever a portion of the system malfunctions it is replaced by an
identical spare unit.
It has been noted [1] that such replacement-repair schemes
usually require a hard core, a set of logic circuits that must
function continuously to insure the proper fault location and
repair of the rest of the system. Hybrid redundancy [2] -[4]
has been proposed as a method for achieving an ultrareliable
hard core. Hybrid redundancy has evolved from the classical
triple-modular redundancy (TMR). TMR [5] consists of
dividing a nonredundant circuit into several modules, triplicating the modules, and inserting a majority gate between
each set of triplicated modules. NMR [2] is the generalized
form of TMR where the sections are replicated N times, for
N = 2t + 1 and t an integer, rather than just three. Fig. 1
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Fig. 1. Hybrid redundancy with an NMR core and standby spares.

depicts hybrid redundancy. An odd number of modules
forms an NMR core with several standby spares all connected
to a switch network. If the disagreement detector discovers a
module in the NMR core whose output does not match that
of the other modules, the switch network is instructed to
switch out the disagreeing module and replace it by a spare.
A single voter is depicted in Fig. 1. It should be noted that
higher system reliability can be achieved by replication of the
voter as well as the module [5] . Thus, the voter symbol used
in this discussion should be considered as a generalized voter
in the sense that it can represent single or replicated voters.
The discussion applies equally well to both cases.
In [1] it is shown that a hybrid redundancy scheme can be
made ultrareliable when the voter, switch, and disagreement
detector (VSD) are very reliable. (Treatment of nonperfect
VSD units and tradeoffs between VSD and module reliability
can be found in the literature [1], [6].) This implies the
requirement of a simple switching scheme. A new switch
design will be presented and compared to an existing design
from the literature using a cost function derived from current
IC price data as a basis for comparison. With a TMR core and
one spare, the published design will be shown to be 1.34
times as expensive as the new design whereas it will be 5.75
times more expensive for a 5 MR core utilizing five spares.
First, a model for the nonredundant hard core circuitry that
is to be protected will be presented.
The combinational logic of the hard core is divided into
modules separated by flip-flops. The input to a module, or
the outputs from a module, are available after a clock time.

SIEWIOREK AND MC CLUSKEY: HYBRID REDUNDANCY

291

During the clock time the flip-flops are set to contain the
current input information. After the clock pulse they store
the same information and are not changed by further input
changes until the next clock pulse. It has been pointed out
[7] that structuring the logic in this manner can help eliminate
races and enhance the testability and diagnosability of networks. In the hybrid redundancy scheme a VSD unit will
be inserted between the various replicated module/flip-flop
combinations.
AN ITERATIVE CELL SWITCH
The iterative cell switching scheme is best introduced by an
example. Consider Fig. 2 which consists of a TMR core with
two spares. Five condition flip-flops (C-FF) record whether
a module has ever disagreed with the voter output. The
disagreement detection is accomplished by the EXCLUSIVE
OR of the module and voter outputs. The same clock pulse
that admits new data to the module flip-flops is used to record
disagreement in the C-FF's. Due to gate delays in the interconnection logic and voter, the clock pulse activating the
C-FF's must be delayed to insure recording only actual

disagreements.
Finally, an iterative cell array determines the first three
nonfailed modules (as recorded by the C-FF's) and assigns
them, via the interconnection logic, to be voted on. An
iterative cell array [8] consists of a series of identical combinational logic cells that receive inputs from the outside world
(the C-FF's in our case) and from the cell immediately to its
left via intercell leads. Each cell computes an output function
that it transmits to the external world (the interconnection
logic) and a new intercell input for the cell immediately to its
right. By convention, the ith cell in an array is the ith cell
counting from the left. It is interesting to note that cellular
switches have been suggested for other applications [9] .
For the switch network of Fig. 2 each cell receives as inputs
the condition of the ith module, i.e., failed or functional, and
the number of modules that have been found to be functional
prior to the consideration of the module i. The workings of
cell i are shown as cell and output tables in Table I for our
example. The cell table can be explained as follows. If
module i is failed, the information as to the number of
functional modules found is propagated through the cell
without change. Otherwise, if the ith module is functional
the count is incremented by one. However, if a full complement of functional modules are already assigned to the TMR
core no further calculations are necessary.
The output function assigns the module to the appropriate
voter position. For example, if the signal from the left
indicates one good module found so far and Ci indicates a
functional module, then a state of two is passed to the right.
The output has a one on line V2 that instructs the interconnection logic to assign module i to voter position two.
Voter position one is already occupied by the other functional
module found thus far.
Consider the case of Fig. 2 with C3 = 0, i.e., module 3 has
failed. Voter position one would be occupied by module 1,
two by 2, and three by 4. If module 2 should now disagree
then C2 = 0 and voter positions one, two, and three would be

Logic

Fig. 2. An iterative cell switch for a TMR core and two standby spares.
TABLE I
CELL STATE TABLE (a) AND OUTPUT TABLE
(b) FOR THE NETWORK OF FIG. 2

Failed
0

Current state
(number of previous cells functional)
A
B
C
D

Ci

Functional
1

(zero)
(one)
(two)
(three+)

(a)
Failed
0

Current State
A
B
C
D

(zero)
(one)
(two)
(three +)

I

000
000
000
000

Ci

Functional
1

100
010
001
000

V1 V2 v3

I

VJ: Connect module i to voter input j.
(b)

occupied by modules 1, 4, and 5, respectively. Thus the
iterative cell switch implements the rotary switching strategy
as described in [10]. This has been shown to be a switching
strategy that requires the least number of switch states [10].
The interconnection logic of Fig. 2 accomplished the actual
switching. There are at least two ways to switch a module,
logical switching [3] or power switching [11]. In logical
switching an output signal from a cell is ANDed with the
output of the module which is always in a power-on state.
This is shown in Fig. 2.
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When a module disagrees with the voter output the corresponding C-FF is cleared. Thus, disagreements are recorded
as soon as they occur. So long as not more than t failures
occur in the NMR core such that the good modules are outvoted and the voter output is incorrect, a failed module will be
switched out within one clock cycle of when it disagrees with
the correct module output.
Power switching assumes that nonpowered modules have
logical zeros on their output lines. Here, the output signal
from the cell would turn on a module via a power switch in
the module. For the case of majority voters, the interconnection logic for power switching is the same as for logical
switching. However an extra AND gate is required on the
C-FF input so that nonpowered spares are not erroneously
recorded as failed. Note that a nonpowered spare may fail,
but its C-FF would not record the fact until the module is
switched into the NMR core. On the following clock cycle
the failed spare would be switched out. The powered spare
scheme could cause system failure if t + 1 or more of the
modules which are being voted on fail during a single clock
period. On the other hand the nonpowered scheme could
cause system failure if t + 1 or more modules in the NMR
core fails during the two consecutive clock cycles required
to detect and switch out a failed spare.
When modeling the reliability of a hybrid redundancy network with nonpowered spares it is often assumed that the
failure rate for nonpowered modules is less than that for
powered modules. The nonpowered spare system is shown
to be more reliable than the powered spare system in [1].
But to accurately compare the reliability of the powered and
nonpowered spare approach, the reliability model should take
into account the reliability of the nonperfect VSD as well
as the different, finite switching times of the two approaches
described above.
The voter in Fig. 2 could also be realized by a threshold
gate [ 12] with a threshold value of t + 1 and with 2t + 1 + Sp
inputs where Sp represents the number of spares. Since only
2t + 1 modules are in the NMR core at any one time, the
configuration realizes the majority function for the modules
selected to be in the NMR core. The cell can be made simpler
for a threshold voting scheme, as will be seen, because for the
cell output it suffices to inform a module that it is to be
voted on or not. The interconnection logic consists of the
logical AND of the module and corresponding cell outputs.
For threshold voting, the interconnection and cell logic is
simplified at the expense of a more complex voting mechanism.
In generating cost functions for various system designs this
tradeoff will be explored further. It will be found that
threshold voting is superior when the number of inputs to
the threshold gate is small. The high cost of AND-OR realization of threshold functions with a large number of inputs is
the reason for the threshold function voting mechanism is not
very competitive for large values of t, Sp in AND-OR technology. However if integrated circuit versions of threshold gates
become available [12], large fan-in threshold functions could
become economically feasible (each additional input requires
two transistors). Also, the latter method would become more

TABLE II
CELL TABLE AND LOGIC EQUATIONS FOR CELLS TO BE
USED WITH (a) THRESHOLD VOTER AND
(b) MAJORITY VOTER
Carry Inputs
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competitive, if not superior, in more designs to the use of
simple majority functions as voting mechanism.
Table 11(a) shows a state encoding and logic equations for a
typical cell to be used with a threshold voter. Table 11(b)
illustrates a typical cell for a majority voter. In the case of
cells near the left- or right-hand edges of an array, certain
input conditions are never realized and the resultant cell can
be simplified. For example, the leftmost cell always has a
zero input state since there are no modules prior to module
one to be switched in. For the threshold voter cell of Table
11(a) this translates to the condition Y 1 = Y2 = 0. Hence the
the logic equations for cell 1 reduce to

C1
VI = Ci.
Other cell simplifications are possible. For example, consider
the iterative array of Fig. 2. Cell 2 can never have an input
state of two or three and these facts can be used to simplify
Yi

it. Cell 5 does not need to compute a next state function
since there are no cells to the right of cell 5. Also if cell
5 receives the zero state from cell 4 it means that at most one
good module, module 5, remains. The system has already
failed and there is no need to compute an output function
assigning module 5 to the voter.
As with all iterative networks, there is a propagation time
required from the left- to the rightmost cell. In some cases this
may be prohibitively long and some method of speedup is

SIEWIOREK AND MC CLUSKEY: HYBRID REDUNDANCY

293

required. The next section looks at three possible methods
of speedup.

where the 3 2m arises from the three partitions containing
good modules which the state must propagate through, the 2
from the interpartition OR gate for the first two of these
PROPAGATION DELAY
partitions, and the 2(p-3) for the bypass delay of an AND and
When the logic composing the hard core -is divided into an OR gate in the p-3 other partitions. Note that if p S 3
modules separated by flip-flops the clock period is limited by then the worst case delay for the carry bypass scheme is the
the longest delay through any of the modules. When using same as the worst case delay for the single cell array. To
hybrid redundancy the delay of the VSD unit has to be added see why, consider a carry by a bypass scheme with three or
to that of the modules. Three methods for decreasing the fewer partitions. Say only three modules are functional.
propagation delay through the cellular array will now be Each partition could contain at least one functional module.
considered.
In such a circumstance the bypass circuitry would be of no
Two methods from fast adder design techniques [13] can help. Thus for p < 3 the carry bypass scheme should not be
be used. The first is the carry bypass scheme that groups the used. Note also that (2) only applies if p > 3.
cells into partitions. If all the C-FF's of a partition indicate
Substituting p = Mlm in (2) while treating m and p as
failed modules, the state received at the left hand of the continuous variables, we can differentiate with respect to m to
partition is propagated without change to the right-hand edge find the optimum
of the partition. For three cells in a partition and assuming
m
-3.
the cell type of Table 11(b), whose worst case propagation
(3)
path is two gate delays, this means a delay of 3 2 = 6 gate
levels. With the addition of a carry bypass network, which Using (3) in (2) yields the minimum worst case delay
can recognize the condition of all failed modules in a partition
(4)
Dby=B+ 4v'MfW- 4.
by an AND gate, this delay is cut to one gate level.
The optimum grouping for the cells and the minimum delay Equating (4) and (1) shows that (4) is less than (1) when
achievable with the carry bypass scheme can be determined M> 7.46. Thus, the carry bypass exhibits less delay than the
analytically. Assume that we are using cells of the type simple iterative cell array when there are eight or more
shown in Table 11(b), which has a worst case delay of two modules. The cost of using the various techniques will be
gate levels. To simplify the following analysis, two gate considered later.
Another possible scheme is the carry lookahead. As in the
delays are also assumed for the case of threshold voting since
the majority voter cell of Table 11(b) can be used for a carry bypass scheme the cells are grouped into partitions.
threshold voter if the voter outputs of the cell- are ORed The lookahead circuitry utilizes the incoming interpartition
together. The threshold voter only needs to know if a module state and the C-FF's of the partition to predict the state to be
passed onto the next partition. Since only the number of
is to be voted on or not. Also assume a TMR core.
Finally, neglect the edge simplification of the cellular array, good modules in a partition and the previous interpartition
i.e., assume that all cells have a delay of two gate levels even state consisting of the appropriate intercell line being a logical
though the cells at the left and right hand of the network are one [Table 11(b)] are required to predict the carry, the carry
lookahead circuitry can be realized by slightly modified
not typical and may have only zero or one gate level.
elementary symmetric functions of the C-FF's in two levels of
Adopt the following notation.
logic. For example consider majority voter cells such as the
M 2t + 1 + Sp, the number of cells (modules).
cell described in Table 11(b). The carry lookahead for the
m The number of cells in a partition.
interpartition carry outputyl and a partition of three modules
p Mlm, the number of partitions.
would be
The worst case delay for the iterative cell array alone occurs
A 'Yoi-73S{ (C.
)
ICi S{0}(Ci -2 > Ci - 1, Ci)
2, C,_1C1,)
(i2XC-1
Z
when the third good module to be found is associated with Yi
the last cell. Adding to this a constant delay through the
(5)
interconnection logic, voter, disagreement detector, and condi- where
S{j is the elementary symmetric function which takes
tion flip-flop represented by B, the worst case delay becomes
on a value of logical one if and only if exactly j of its variables
2M.
(1) are one. The two-level AND-OR realization of (5) would be
-

=

-

Do=B+

B, for majority voting, is on the order of ten gate levels (two
for the interconnection logic, two for the majority gate,
three for the disagreement detector, and about three for the

flip-flop).

The worst case for the carry bypass occurs when the three
functional modules are in different partitions and the last one
is associated with the last cell. The delay thus becomes

Dby =B + 3

-

2m + 2 +

2(p-3)

(2)

Y1

=o2

3

Ci-2Ci-ICi+yo

_3

Ci-2Ci-ICi

i 3_

*Ci_ICi+Y1 3Ci-2CiC-Ii- (6)

Both Ci and Ci are available from the flip-flop outputs; hence
there is no delay for inversions involved in (6).
The worst case delay is when the last good module is
associated with the last cell. The delay is, thus,

Dlook = B + 2(p - 1) + 2m

(7)
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large percentage of the array, could also be taken into account
by a slight modification of the above formulas.
Another method for speeding up the propagation delay
through the switch would be to remove the interconnection
logic (Fig. 2) from the data path. Since module switching
would normally be infrequent, the interconnection logic need
not be very fast. However, when no change in the interconnection logic is required from one clock period to the
next it would be desirable to have the interconnection logic
outputs immediately available.
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Fig. 3. The lower bound propagation delay for the single cell, double
cell, carry bypass, and carry lookahead schemes as a function of the
number of modules. The corresponding equations are: Do = B + 2M;
Ddouble = B + M; Dby = B + 4VM- 4; and Dlook = B + 4,M 2.
-

where it takes 2(p - 1) gate delays for the carry lookahead
circuitry to realize the correct state at the interpartition
inputs to the last partition and -2m delays to propagate through
the last partition to the last cell. Following a procedure
similar to that in the carry bypass case, we have the optimal
m as

m =

_V/M

(8)

and

Dl0ok = B + 4

M-

2.

(9)

Equating (1) and (9) shows that for M > 1 (9) is less than
(1). Hence the carry lookahead is always better than the
simple iterative cell array.
A third approach is to increase the number of modules that
a cell controls. The complexity of a cell which handles two
modules will be only slightly greater than two of the single
cells of Table II(b). There are only two logic levels in the
double cell that yield an average of a single delay per module.
Thus,
Ddouble

B+M

(10)

which is always less than the delay through a single cell array.
Equations (1), (4), (9), and (10) are plotted in Fig. 3. The
constant delay B is not shown. It can be seen that the
double cell approach is superior for M < 12. Since M represents the number of replica modules in the hybrid scheme,
it seems that in the near future M wifl be restricted to the
range of ten or less for economic reasons. The carry bypass
approach requires the least hardware followed by the double
cell and carry lookahead methods. Methods can be combined,
such as the double cell and the carry bypass, to decrease
propagation time at the expense of additional hardware. The
double cell approach can be generalized to handle multiple
modules until, in the limit, there is only one cell with two
gate delays. However, the larger the cell, the larger the
relative complexity of the cell will be, and the larger the gate
fan-in requirements. A similar analysis can be made for other
cell types and NMR cores. Edge cells, where they become a

RETRY
It is not very desirable to have a module switched out
permanently due to a transient error or noise. Thus the
concept of retrying switched out modules has evolved. The
iterative cell switch is readily adaptable to such a strategy
and an implementation of one such mechanism is given.
In a hybrid redundancy scheme with a TMR core, it is
desirable to retry a failed module when there are only two
modules remaining that have neyer disagreed with the voter
output (as recorded by the C-FF's) [3]. Thus, a module that
was switched out due to a transient fault or noise can be
reinstated and not lost to the system permanently. Such a
retry strategy can be implemented by another cellular array
as shown in Fig. 4. A set of retry flip-flops (R-FF) record
whether a module has been retried. Ri = 1 indicates a module
has not been retried. Table III shows a state table and logic
equations for a retry cell. The cells examine the intercell line
that tells whether a module to the left of the cell is being
retried or not. If none are, and the current cell's C-FF indicates a failed module, and the R-FF indicates that a retry
has not been attempted on this module, then the R-FF is
cleared and the C-FF is set so that the module may be retried.
If either of the states on the R and C flip-flops is not as
described, then the cell simply propagates the intercell signal
without change. The intercell line for the first cell in the
retry array is activated by a signal from the condition cell
array which indicates that only two C-FF's are in the one
state.

Frequently more than a single retry for a rhodule is desirable. The retry array of Fig. 4 can be augmented by a
decrement counter. Each disagreement of the retried module
decrements the counter and only when the counter is zero can
the R-FF for that module be cleared to zero. If a module is
to be considered failed only when it disagrees a given number
of times over a specified interval of time, then the counter can
be reset by some master control at the end of every such
interval. Of course, the retry array increases the propagation
delay of the switching network. But the schemes described
in the previous section can be used to reduce the propagation
delay. If the carry output of the last retry cell is one, then
the system is on the verge of failure since there are less than
2t + 1 good modules in the NMR core and all the failed
modules have been retried: System failure is designated by a
one carry output from the last retry cell and less than t + 1
C-FF's in the one state.
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Fig. 4. A retry iterative cell array in connection with an iterative cell
switch for five modules and threshold voting.
TABLE III
CELL STATE TABLE AND LOGIC EQUATIONS
FOR A RETRY CELL

Ci Ri

Carry Input

xi

1

10 11 01 00

None found to 1
retry
One found to
0
retry orno
need to retry
yet

Carry Outputs
Cell Outputs

1

1

0

1

0

0

0

0

xi = xi I(Ci + R,)
Clear Ri = Xi
lCzR
i- 1Se*C-=x
1R=
Set Ci x
CIR i
3 gates
7 inputs

COMPARISON OF HYBRID REDUNDANCY
SWITCHING SCHEMES
The five schemes to be compared are the iterative cell with
majority voter, iterative cell with threshold voter, Read-Only
memory (ROM) with majority voter, ROM with threshold
voter, and status register (SR) [3], 14]. The total cost of the
VSD network will be calculated assuming: AND, OR, and
INVERT gates; no retry; no fault tolerance; and reasonable
effort to minimize the required hardware. First the ROM
and SR schemes will be outlined.
The first to be considered is the ROM switch. The switch
is a Read Only memory consisting of a number of words, each
of which determines which 2t + 1 modules are in the NMR
core when that word is selected. For the case of majority
voting, each of the 2t + 1 positions in the NMR core can have

either an original module or one of the spares occupying it.
This means that the ROM width is (2t + 1) (1 + Sp) lines,
where Sp is the number of spares. Note that the ROM must
remember which modules are currently in the NMR core and,
if the switching strategy requires, in which order the modules
failed. The disagreement detector monitors the current NMR
core for disagreement via the output lines of the switch ROM
and the voter inputs. It also contains a priority network so
that the switch ROM is presented with only one faulty
module indication at a time even though a multiple fault may
have occurred. This portion may be deleted if the probability
of another fault occurring during the detection and switching
of a faulty module is negligible. This will be the case in all
but catastrophic failures. The ROM can also be programmed
to use the threshold voter. The ROM width would be reduced
to 2t + 1 + Sp since now it would suffice to inform a module
that it is to be voted on or not. The interconnection logic is
the same as for the iterative cell technique.
A standby spare switching design that is presented in the
literature [3], [4] uses status registers. When the disagreement detector discovers a failed module, it updates the status
register to reflect this new failure condition. The interconnection logic uses the status register information to switch
appropriate modules into the NMR core. The status register
as described in [3] is a binary up counter and requires
([log2(2t + 1 + Sp)1)2t+ 1 states. The brackets [ denote
the ceiling function. This design does not utilize all the
possible states but attempts to minimize the overall switching
hardware. Also it allows any of the 2t + 1 + Sp modules to
occupy any of the NMR core positions. The SR technique was
simplified beyond the design in the literature [14] for the
following comparison.
The curves of Figs. 5 and 6, for the case of TMR and 5 MR
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cores, respectively, were generated by a cost model derived
from current integrated circuit price lists [14]. The number
of spares is considered to be a continuous variable. It can be
seen that the iterative cell threshold voter technique seems
to be best for a small number of spares. The iterative cell
majority cell voter cost grows linearly with the number of
spares and is superior for larger numbers of spares. The
other schemes costs grow in at least a quadratic manner due
to the rapid increase in the number of failure states the switch
must handle when more spares are added.
Since the cost model used is a direct function of the number
of gates and inputs required, the curves of Figs. 5 and 6 also
depict the relative complexity of the various schemes. The
fewer components in the VSD, the fewer components there
are to fail. Hence, the cheaper scheme will tend to be the
more reliable one. The VSD reliability is the product of the
component reliabilities. Thus, if we assume component
reliabilities to be equal then the ratios of costs between two
schemes is the logarithm of the ratios of their reliability. For
example, the ratio of the SR technique to the iterative cell
majority voter scheme (ICM) for a 5 MR core and five spares is
SR/ICM = 225.90/39.25 = 5.75.

297

SIEWIOREK AND MC CLUSKEY: HYBRID REDUNDANCY

The SR scheme requires 5.75 times the components as the
ICM scheme. If R is the product of the reliabilities of the
ICM scheme, then

[2]

R(SR) = R575.

[31

For R = 0.98, R(SR) is 0.89 while for R = 0.95, R(SR) is
only 0.745.
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CONCLUSION
[5]
In terms of cost and reliability the iterative cell scheme is
very attractive. For example, a simple 16-bit arithmetic and [6]
logic unit (ALU) in a popular minicomputer requires about
1300 equivalent gates to implement. A JK flip-flop is counted [7]
as ten gates. Small-scale integration versions of JK flip-flops
justify this assumption. A 16-line iterative cell switch for a
TMR core, two spares, and threshold voter requires about [8]
420 equivalent AND, OR, EXCLUSIVE-OR, and INVERT gates [9]
of which 196 are required for the threshold voter alone. If
the spares are considered to be complete ALU's (rather than
bit slices), the equivalent of 16 majority voters is discounted [101
(these would be required for the TMR core if no switch were
present), and the cost of the switch was distributed over the
five ALU's then each ALU would require a 5.5 percent in- 1 1]
crease in complexity. Even more complex 16-bit ALU's
would require the same amount of switch hardware; hence [121
their average complexity increase would be even less.
(13]
Problems of propagation delay in the iterative cell switch
can be overcome by a small extra investment in hardware. [14]
Retry and nonpowered spare techniques are easily incorporated into the basic scheme. In summary then, the iterative
cell switch is an economically feasible, simple (thus highly
reliable) method for realizing the VSD portion of a hybrid Daniel P. Siewiorek (S'67-M'7 2), for a photograph and biography,
this issue, page 282.
redundancy network.
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